Guidelines for the exercise on Cavity detection
Henk Corporaal

TU/e  
December 2009
Course: Platform-based Design 5KK70

The purpose of this example is to convert the source code of a C program, using the described Data Memory Management techniques, such that the data memory behavior is much improved. This means:

· use smaller memories/buffers (faster and less energy consuming)

· reducing the number of memory transactions

· reduce the total energy consumption in the data memory hierarchy

· reduce the total required execution time, in particular the number of external memory accesses
We will mainly concentrate on using loop transformations, but you may use whatever is suitable.

The program which we will use is part of the cavity detection, as discussed in the lectures.
In the end you have to write a small report showing how, and how much you reduced the external memory accesses, the energy consumption, and the number of cycles. Clearly state which internal scratchpad memories (SRAM) you added to achieve these results. 
For the original code we assume all big image arrays are allocated in external DRAM.

Step 1
Download and unpack the necessary files and put them in an arbitrary directory. Apart from these guidelines you should have: 
· input.pgm: 

this is an 320x320 input image in pgm format
· cav_det_init.c : 

the initial cavety 
· ppm-format.doc : 
describes the ppm format

· cmpp6.c : 

program to check equivalence of two images

· cavety.ppt : 

powerpoint slides explaining the algorithm; see also the 
                                       course slides for many hints
· guidelines.doc

these guidelines

Study the included documentatation (i.e. doc and ppt files). Then study the C-code: cav_det_init.c
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Step 2

Compile and run the cavity program, using the input file test_im_med.pgm. It generates the output file test.output.ppm which you can inspect with e.g. a tool like xnview, irfanView, or any other tool which can display ppm format (you can download these tools from the web). Rename out.ppm to ref.ppm. The picture should look like shown here.

Step 3

Now you can start to change the program, run it again and check if the newly generated output.ppm is exactly equal to ref.ppm. Use diff (on unix), or the cmpp6.c program to compare these images.

Keep track of the different versions you make (e.g. give them appropriate names).

Step 4

Make a short report about your results. This report explains three issues:

1. which transformations are made (show the final code in an appendix).

2. an evaluation of the number of accesses and energy consumption

3. an evaluation of the number of cycles.

This report should at least include two tables containing the following information:
array    used in function
#reads   
#writes   
#accesses   
size
energy
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The table shows for each array its read and write accesses, as they occur within the different functions, and adds them (total). The final row includes the total size of all arrays (each array used counted once) (in nr of bytes), and the energy consumed by all these accesses.

Note: #accesses = #reads + #writes

Estimate the number of accesses, split into reads and writes (just by inspecting the c code you can calculate these numbers). For energy use the models below. 
Include this table at least two times: one for the original algorithm, and one for the best transformation result you got. It could be that intermediate or other solutions are also worth listing and explaining in your report.

Note: for the original algorithm (and therefore the first table) we assume that all arrays are in external DRAM. Scalars can be assumed to be allocated in the (internal) register file. We do not count the energy contribution of register accesses. Also (except for the question below) you may ignore burst access options; so all acceses take the same number of cycles, and the same energy (see energy model below). In the final solution it should be possible to replace one or more big arrays by smaller ones (or even get rid of them completely). These smaller arrays typically fit into L1 scratchpad memory.
Energy consumption model

For energy consumption we will use the following energy model.:
· External DRAM memory
E = 5 nJ /access, independent of its size

· Internal SRAM
We assume a linear energy function of the SRAM size:
E = 0.15 + 0.1*(Size in kbyte) nJ/access  for single ported memory.
E = 0.25 + 0.2*(Size in kbyte) nJ/access for dual ported memory.
Higher ported memory is not available in the library, but you can use multiple internal memories. 
Note that register files can have many more ports, but they are based on flip-flops and multiplexors, and not on special designed SRAM cells.
Performance evaluation

Evaluate the following 2 issues in two separate (small) sections:

· Number of cycles: assuming that internal SRAM based memories can be accessed in 2 cycles, and external DRAM memories in 40, estimate the speedup.
Assume that the performance of the program is completely memory limited, i.e., we assume that all arithmetic operations can be performed in parallel with the memory operations.
The external memory is single ported (i.e. only one read or write can be handled at a time); for the internal memory you may judge yourself, but clearly state your assumptions.

· Burst mode: it is well known that burst accesses, i.e. accessing N successive memory locations, is cheaper then performing N single location accesses, both in energy and in number of cycles. 

· How would this impact your results? 

· Would you have to write your code differently in case burst accesses are supported?
Transformations

Mention in your report which transformations you applied and in which order.

Finally add the resulting code. 

Note that at the exam you will be asked to explain the steps you made, and how the final solution behaves and how it uses local memories.

The loop (and other) transformations you may need are mainly the following:

· Merge loops  (note that loop bounds should be made equal first).


· Loop bump: this is used to make bounds of two successive loops equal in order to 
merge them in the next step.
E.g. for i=1..10  .. A[i] is changed into for i=3..12 .. A[i-2]...


· Unrolling innerloop.
E.g.
         for i=1..10  
             A[i]
becomes:
         for i=1..10/2
             A[2*i-1]
             A[2i]


· Unrolling outerloop followed by Jam.
Jam means merging the two (or more) innerloops which are created by unrolling the outerloop twice (or more).


· Scalar reduction.
This is often one of the aims for doing a merge:
for i=1..10
    B[i] = f(A[i])
    C[i-1] = B[i]
becomes
for i=1..10
    b = f(A[i])
    C[i-1] = b


· Reorder statements (a statement can also be an inner loop)


· Index split
E.g. split a loop for i=1..100 into two loops, for i=1..3 and for i=4..100


· Inplace mapping (intra or inter inplace).
See the treated slides for examples on this. Inplace mapping exploits the limited lifetime of array elements.


You should always check if the transformations are allowed !! Check the array dependences (between a read/use and a previous write/def of array elements). Anyway, if you make errors, you will notice an incorrect program or picture.

Guiding Principle

The general goal of all these transformations is to merge most of the image filters (loopnests).  The calculation of the maximum of the image (in maxval() ) will block merging some filters. You can try to get rid of this max calculation by advanced data flow transformations; if you do not see this, do not stop to perform the other mergings.
Let's see who can come up which the best result !!

